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Introduction

Al tools are increasingly used in CS education for
code explanation, debugging, generation, and
feedback. Yet most evaluations report only a single
score, hiding a critical reality:

The same model can answer the same prompt
differently across repeated runs.

For educational use, reliability matters as much as
performance. Instructors need evidence they can
trust, compare, and reproduce.

Why educators should care

Helpful Al is not enough - educational Al must be
trustworthy, stable, and practical.

» Students: Inconsistent outputs confuse learners
and erode trust in Al feedback.

* Instructors: Without reproducible evidence,
responsible adoption is hard to justify.

* Researchers: Fair model comparisons require
standardized, repeatable scaffolds.

92% of students report using Al tools but can
educators trust the outputs?

Objectives

RQ1. How much do LLM outputs vary across
repeated runs on the same CS task?

RQ2. Which task types reveal the greatest
instability?

RQ3. Which models offer the best balance of
performance, consistency, and cost?
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Free reliable Al for every student

Measuring Al consistency so every student gets answers they can actually rely on
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TASKS — MODELS —> REPEATED RUNS — METRICS

Performance
Variability
Stability
Cost

Explanation LLM A

Generation LLM B
Debugging LLM C
Grading

Same prompt
Multiple trials
Logged setup

Same Question > Different Answers.
Prompt: "Explain why this loop runs in O(n) time."

for i in range(n):

do_work()

Run1 / Correct & Stable Run 2 ~ Partially Correct Run 3 X Flawed /Inconsistent

— n iterations = O(n)
Reasoning is complete
and correct.

Stability: « Stable

Cost: $ Low Cost:

Mentions O(n)...
..but misses the key
reasoning step.

Stability: 1 Varies
$$ Mid

Claims O(1).
Incorrect conclusion.

I Unstable
$$$ Higher

Stability:
Cost:

Repeated-run evaluation makes this variability visible and measurable - not hidden behind a single score.

Results

Early pilot evidence: accuracy alone can obscure important differences in consistency and cost across models and
task types.

Pairwise ROUGE-L Between Runs — Debug Task (Problem #766)
Higher = more consistent outputs
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Figure 3. Consistency heatmap - models X task types.

won
1

Mean Response Latency (seconds)

—
1

=N
1

w
1

NI
1

mm Llama 3.3 70B
mm Llama 3.1 8B
Qwen3 32B

Response Latency by Model and Task Type

Explain

Generate Debug Grade

Figure 4. Latency by model across repeated runs.
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Key takeaway

Evaluation must move beyond single-run
accuracy to capture repeatability, stability, and
cost.

Key contribution

A reproducible scaffold that evaluates LLMs
across multiple runs capturing variability,
stability limits, and cost behavior so results can
be compared and replicated.

Practical value

Instructors need evidence of reliability, not just
usefulness. This scaffold provides that in a
standardised, reusable form.

Additional Information/Next Steps

» Expand to more benchmarks and authentic student
tasks.

* Add prompt-robustness and rubric-sensitivity analysis.

* Build practical guidance for instructors choosing
models.

* Support fair, reusable comparisons across future
studies.

Long-term vision

This scaffold can be distilled into a lightweight, open-
source model deployable directly to students at zero
cost, giving them reliable, trustworthy Al feedback and
a genuine reason to trust LLMs in their learning.
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